
The emergence of phonological categories in a Deep Belief Network 
 
This research combines two strands from different disciplines, namely (1) existing types of 
“deep” models of phonology, and (2) existing types of “deep” artificial neural networks in 
machine learning. 
 
For models of phonology, the term “deep” refers to models that embrace many levels of 
representation. Thus, apart from positing only two discrete phonological levels, namely the 
underlying form and the surface form, one can add a form in between these that separates the 
lexical from the postlexical phonology (Mohanan 1981, Kiparsky 1982), and/or one can add 
phonetic representations such an auditory form and an articulatory form (Boersma 1998), 
and/or one can distinguish multiple strata within the lexicon (Bermúdez-Otero 2003), and/or 
one can add a morphosyntactic level, especially if it is sensitive to postlexical phonology 
(Boersma & Van Leussen to appear). 
 
For artificial neural networks, the term “deep” refers to networks that consist of many levels, 
especially of the types that were difficult to train before Hinton & Sakhabutdinov (2006) 
showed that training Deep Belief Networks, i.e. stacks of Restricted Boltzmann Machines 
(RBM; Smolensky 1986), was a really good first step in designing multi-level networks that 
would later go on to achieve immense successes in image recognition (Krizhevsky et al. 
2012), speech recognition (Hinton et al. 2012), and the game of Go (Silver et al. 2016). 
 
We observe similarities and analogies between deep models of phonology and deep artificial 
neural networks, and not only in the multiplicity of the levels. The way in which AlphaGo 
(Silver et al. 2016) beat the world’s best Go player of the last decade was by applying 
strategies that top Go players also follow: a good prediction of most likely next moves given a 
position (the “policy network”), a good prediction of the winner given a position (the “value 
network”), and a large number of tried out move sequences sampled by the policy network 
and with their end positions evaluated with the value network. This uncanny similarity also 
plays a role nowadays in face recognition in your phone, in self-driving cars, and so on. For 
this reason, Zorzi et al. (2013) assert that Deep Belief Networks will be able to model all 
aspects of human cognition. I believe that, and I start by modelling phonology. 
 
The simplest Deep Belief Network contains two RBMs. To model the incoming sound, the 
first level contains 30 nodes that represent places along the basilar membrane and/or its 
representations in the auditory cortex. The second level has 50 nodes, the third level 10 nodes. 
We train this network by feeding it sounds drawn from a Spanish-like distribution of F1 
(first-formant) values, i.e. a the continuum [u̝uu̞ʊo̝oo̞ɔ̝ɔɔ̞ɒ̝ɒɒ̞], where the regions around nodes 
8, 16 and 23, i.e. sounds around [u̞], [o̞] and [ɒ̝], were slightly (but only slightly) more 
frequent than sounds in other regions. With this scheme I trained the first RBM 10,000 times 
with a learning rate of 0.001, and after that the second RBM in the same way. After training, I 
tested the two RBMs together by applying the sweep [u̝uu̞ʊo̝oo̞ɔ̝ɔɔ̞ɒ̝ɒɒ̞], shown in Figure 1a, 
to the input (the shape is very close to what a spectrogram of this sweep would look like). 
This sweep percolated up via the first hidden level to the second hidden level, and then 
reflected back from the second hidden level via the first hidden level to the input level. The 
resulting reflected input activation is shown in Figure 1c. The network appears to think that 
the input consisted of only three different sounds (prototypes of the categories, so to say) 
rather than a continuum of sounds. The cause is that at the second hidden level there are only 
three different possible activation patterns, which is precisely what categorization means. If 
we train the network with much less data, only the marginal distribution of F1 values is learnt 
(Figure 1b), and if we train the network with much more data, the input sound is reflected 
faithfully, as we expect from deep networks (Figure 1d). A network that truly behaves like 
humans would have to stop at the stage of Figure 1c, the categorization stage. 
 
I conclude that the simplest case of threefold category emergence along a single auditory 
continuum is correctly handled by a simple DBN, although this network can be sensitive to 
overtraining. This kind of networks likely hold a large promise for future linguistic modeling. 



               a.  Input sweep                                                     b.  After 1,000 pieces of data 

 
 

     c.  After 10,000 pieces of data                                        d.  After 100,000 pieces of data 

 
Fig. 1.  Rise and fall of three-way categorization in a Deep Belief Network. 
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